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Abstract
Software reverse engineering provides a strong foundation for effective malware analysis. Specialized tools such
as Ghidra provide disassembly and decompilation capabilities for a given executable file. These analytical views
reveal a program’s structure and functionality, which helps mitigate malware when source code is unavailable.
While these tools are useful, they often produce excessive data that can be challenging to interpret. This paper
introduces the MAGE-Ontology: an ontology for malware analysis in Ghidra for executables. The goal is to
organize data from Ghidra’s executable analysis into a graphical framework to categorize malware. We leveraged
the MAGE-ontology to construct knowledge graphs based on malware executables, which were able to detect
different forms of malicious behavior utilizing SPARQL queries.
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1. Introduction

The impact of malware has significantly evolved in the past decade. Not only have many forms of
malware been developed, but their complexity has increased, causing significant financial and security
damages to both industries and individuals. In 2023, the average data breach was calculated to cost
around $3.86 million, with that number increasing in the past few years [1]. One of the most common
types of malware that leads to financial loss is ransomware, which uses encryption to block access to
important data and demands a ransom to return the data through the decryption key [2]. Other common
malware variants include Trojans, viruses, and worms. Trojans compromise systems by masquerading
as legitimate downloadable software, whereas viruses rely on user interaction with malicious links or
files, and worms propagate autonomously across networks [1].

Efforts have been made to analyze and understand malware due to its severe impact, with two main
categories of malware analysis: dynamic and static [3]. Dynamic analysis consists of running the
program and observing its behavior through a controlled environment such as a virtual machine [4].
However, this can be risky since some malware can detect the presence of a virtual machine and infect
the host system or connect to the network to infect other systems. Conversely, static analysis examines
the program code structure without executing it to learn its behavior, allowing the malware structure
to be understood without risking system infection by executing the program [4]

One specific method of static analysis for malware is software reverse engineering, which reverses
the compilation process to recover parts of the program’s original structure for analysis [3]. This can
be an effective method for determining how a malicious program works so measures can be taken to
combat it. While tools exist to assist reverse engineers in analyzing programs and malware, they often
produce large amounts of data that are tedious to parse and understand.

This paper introduces MAGE-ontology, an ontology for malware analysis in Ghidra for executables.
MAGE-ontology organizes the data from Ghidra’s analysis of an executable to identify and categorize
malicious patterns of behavior. This ontology was evaluated through an ontology pitfall scanner and
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used to materialize knowledge graphs based on executable files. These knowledge graphs were tested
through querying to detect common patterns of malware behavior.

This ontology is licensed under a Creative Commons Attribution 4.0 International License. All the
associated code, resources, and other documentation for this ontology can be found in the following
GitHub repository1. The associated Ontology Design Pattern (ODP) for this ontology was accepted
into the public ODP catalog, which can be found here2

2. Related Work

Various frameworks and ontologies have been created to identify malware, with static analysis tech-
niques frequently utilized to structure and represent the underlying data. One such framework is the
SEPSES knowledge graph, which integrates multiple cybersecurity databases and standards into a single
graph [5]. This knowledge graph is consistently updated with the latest vulnerabilities from these
databases, making it an up-to-date resource on the latest threats in a dynamically changing environ-
ment. While this provides a comprehensive framework for identifying known malware, attacks, and
vulnerabilities, it does not have the functionality to detect novel attacks not present in these databases.

An agentic framework that extends the functionality of the SEPSES knowledge graph, AgCyRAG,
using it as a SPARQL endpoint connecting it with multiple other agents [6]. It utilizes knowledge graphs
with vector-based retrieval and an agentic design to obtain semantic context that better represents
the complex environment of cybersecurity and allows for complex multi-step analysis based on user
queries [6]. However, even with this increased functionality, it still lacks the ability to detect novel
attacks and malware.

A better-suited technique for detecting novel malware is through code analysis, as malicious behaviors
can be detected this way even if the specific attack or vulnerability has not been discovered [7].
CodeOntology is a framework that formally represents source code from object-oriented languages [8].
While designed to adapt to multiple languages, the framework focuses primarily on Java, utilizing a
custom parser to convert source code into Resource Description Framework (RDF) triples that populate
a knowledge graph. This is useful for understanding how source code can be represented formally,
but it usually cannot be applied from a malware analysis standpoint, since malware source code is
often unavailable. The ontology proposed in this research focuses on disassembled C code provided by
Ghidra to analyze executable files without their source code.

3. Background

Software reverse engineering is the process of analyzing an executable file in such a way that the
structure and functionality of a program can be understood without access to the source code [9]. Since
malware’s source code is usually unavailable, this process is one of the only ways to obtain parts of the
original program structure. To expedite this process, reverse engineering tools are frequently employed;
this research specifically utilizes Ghidra, an open-source software reverse engineering framework
designed to assist analysts in examining executables and malware [10].

To analyze executable files, Ghidra reverses the compilation process to obtain fragments of what the
source code could have looked like. The process of compilation consists of compiling high-level program
code into assembly instructions, which are then assembled into machine code that can be executed by
the system [11]. This process is lossy, since information such as variable and function names is not
used by the machine when generating the executable and is therefore discarded to improve runtime
efficiency [3]. Consequently, reconstructing the complete and exact source code from an executable file
is virtually impossible, as the compilation process permanently discards critical metadata and structural
information.

1https://github.com/kastle-lab/MAGE-Ontology
2https://github.com/odpa/patterns-repository



While the original high-level code cannot be fully retrieved with 100% accuracy, Ghidra can still
disassemble and decompile the executable to obtain at least some of that information back. The
disassembly translates the machine code from a binary file into assembly instructions to grant human
readability [12]. These instructions consist of operation codes (opcodes), which specify the operation
on the data, and the operands, which are the actual data being modified through the instruction [3].
Since assembly instructions operate at a low level of abstraction in the system’s memory, interpreting
the program remains cognitively demanding. Ghidra also includes a decompilation of the executable
file, which converts the assembly instructions into higher-level C code that can be parsed much more
efficiently [10]. This decompilation is not entirely accurate to the source code because the compilation
process is lossy, but it still provides useful insight into how the program works and is structured.

Ghidra also has other useful displays to understand the program’s functionality. One of these is
the symbol tree, which contains all the symbols in an executable [3]. A symbol is a link between
an address and a string name, which allows data to have string labels to identify the data [13]. The
symbol tree organizes these symbols based on the namespaces they are contained in. This is useful
to assist reverse engineers in keeping track of variables, functions, and other types of data within the
program to understand its functionality. Even with the useful tools provided by Ghidra and other
reverse engineering frameworks, they often produce excess data about a file that can be difficult to
track at scale. This is where the motivation to use an ontology to track this data originated.

4. Pattern Overview

The process of designing and developing the ontology followed the Modular Ontology Modeling
methodology outlined in [14], which consisted of the following steps: developing competency questions,
choosing the data set, drafting the schema, specifying the axioms, and writing the ontology. These
steps, which outline the pattern overview, will be explained in detail in the following sections.

4.1. Competency Questions

The ontology was designed based on the competency questions listed below, which were derived from
the use case of detecting patterns of malicious behavior in executables. Some of these patterns that are
found in the assembly and decompilation include suspicious API calls [15] [16], self-referential decode
loops [17], substantial entropy [18], cryptographic activity [2], and high percentages of imported files
[19]. These questions were later used to develop the SPARQL queries for the knowledge graphs.

1. Can the ontology detect malicious persistent API calls within the executable?
2. Is there any suspicious networking activity within the executable?
3. Are there any indirect control flow patterns in the executable file indicating vulnerable code?
4. Can sections of entropy be detected through the ratio of unique opcodes to the total number of

instructions in a function?
5. Can patterns of self-referential decode loops be found to detect data obfuscation?
6. Can the ontology detect file system abuse?
7. Are there any suspicious jumps into memory in the executable?
8. Are there any other suspicious API calls contained in the executable file?
9. Is there cryptographic activity within the executable that can indicate encryption to hide parts of

the program?
10. What percentage of the functions in the binary file are imported (i.e., external)?

4.2. Selecting the Dataset

The dataset for the ontology was selected during the initial development of the competency questions.
Since the use case for this ontology is to detect malicious behavior, an open-source GitHub repository
containing both benign andmalicious executables was chosen [20]. The detailed labels on the files proved



Figure 1: Schema of the ontology based on the symbol tree in Ghidra. Created using yEd graph editor. [21]

useful in understanding the expected behavior, allowing for behavior comparison in different executables.
This repository contains simple files with detailed labels, which proved useful in understanding the
category of malicious behavior they contain. These files are in the Executable and Linkable Format
(ELF), the format Linux and other Unix-based systems use for executables. This posed a restriction on
how the queries would be developed later, as API names differ between executable formats.

The ontology was designed around the symbol tree of an analyzed file from Ghidra. The symbol tree
contains all the symbols of an executable file, including the imports, exports, functions, labels, classes,
and namespaces [3]. Designing the ontology in this manner helps visualize patterns of how the symbols
interact, allowing suspicious behavior to be detected.

4.3. Designing the Schema

Before the ontology was developed, a schema diagram was created using the software yEd to visually
show how all the objects would relate to each other [21]. The schema includes objects for all symbol
types (with imports and exports being encompassed by the Dynamically Linked Library (DLL) symbol),
as well as other objects that help explain the functionality of the symbols. Other objects include types
of variables found in functions, references that show where a symbol is referenced in memory, and
assembly instructions that show the assembly code within a function. Figure 1 shows the final version
of the schema from which the ontology was derived.

4.4. Formalization

Alongside designing the schema (as in the diagrammatic representation), we also formalized it, so as to
further provide a more rigorous underpinning. Generally speaking, these axioms are derived from the
17 axiom patterns detailed in both [14] and [22].

Symbol

Symbol ⊑ ∀ hasReference.Reference (Scoped Range) (1)
Symbol ⊑≤ 1 hasPrimaryReference.Reference (Functionality) (2)
Symbol ⊑≤ 1 hasAddress.Address (Functionality) (3)



Label ⊑ Symbol (Subclass) (4)
NamespaceSymbol ⊑ Symbol (Subclass) (5)

(6)

A symbol is a named entity in an executable file that is associated with a specific memory address.
This simplifies the reverse engineering process by giving human-readable names to data. In this schema,
the two main subclasses of symbol are labels and namespace symbols, with the other kinds of symbols
being subclasses of the namespace symbol.

Namespace Symbol

StructuralNamespaceSymbol ⊑ NamespaceSymbol (Subclass) (7)
Namespace ⊑ StructuralNamespaceSymbol (Subclass) (8)

DLL ⊑ StructuralNamespaceSymbol (Subclass) (9)
Class ⊑ StructuralNamespaceSymbol (Subclass) (10)
Label ⊑≤ 1 definedIn.StructuralNamespaceSymbol (Functionality) (11)
Class ⊑≤ 1 definedInNamespace.Namespace (Functionality) (12)
DLL ⊑≤ 1 definedInNamespace.Namespace (Functionality) (13)

A namespace symbol is a kind of symbol in Ghidra that is used to organize other kinds of symbols. A
function is a type of namespace symbol since it holds local variables. A further distinction is made:
structural namespace symbols, which can hold more global namespaces and objects, like functions and
labels. This means that classes, DLLs, and namespaces can all hold functions and labels. Ghidra does not
support nested classes and nested functions in its decompilation, so those aspects are not represented
in this schema. Classes and DLLs are also defined within a namespace, with all DLLs defined in the
global namespace.

Reference

Reference ⊑≤ 1 hasSourceAddress.Address (Functionality) (14)
Reference ⊑≤ 1 hasDestinationAddress.Address (Functionality) (15)
Reference ⊑≤ 1 hasReferenceType.𝑥𝑠𝑑∶string (Functionality) (16)
Reference ⊑≤ 1 hasOperandIndex.𝑥𝑠𝑑∶integer (Functionality) (17)

A reference is where two memory addresses interact with each other in some way, where one address
uses another. This is used for things like when a function calls another function or when data is accessed
by an instruction. References are 4-tuples that include the source address, the destination address, the
type of reference (function call, data being accessed, etc.), and the operand index (which is an int that is
either -1, 0, or 1).

Function

Function ⊑ NamespaceSymbol (Subclass) (18)
Function ⊑ ∀ definesLocal.LocalVariable (Scoped Range) (19)
Function ⊑≤ 1 hasReturnType.𝑥𝑠𝑑∶string (Functionality) (20)
Function ⊑≤ 1 returns.Parameter (Functionality) (21)
Function ⊑ ∀ calls.Function (Scoped Range) (22)
Function ⊑≤ 1 definedIn.StructuralNamespaceSymbol (Functionality) (23)



Function ⊑ ∀ containsInstruction.Instruction (Scoped Range) (24)
Function ⊑≤ 1 hasName.𝑥𝑠𝑑∶string (Functionality) (25)

The function object keeps track of all the aspects of a function, including any functions it calls or
functions called by it, the parameters passed in, the local variables defined in the function, the return
type of the function, the return parameter of the function, the instructions the function contains, and
what class or namespace the function is contained in.

Variable

Parameter ⊑ Variable (Subclass) (26)
LocalVariable ⊑ Variable (Subclass) (27)

Variable ⊑ ∀ hasDataType.𝑥𝑠𝑑∶string (Scoped Range) (28)
Parameter ⊑ ∀ passesInto.Function (Scoped Range) (29)

Variables in this context are tied directly to functions, and not a type of symbol itself. There are
two types of variables in this schema: parameters, which are passed into and returned from functions,
and local variables, which are defined locally within the function itself. Every variable has a data type
associated with it.

Instruction

Instruction ⊑≤ 1 hasOpcode.𝑥𝑠𝑑∶string (Functionality) (30)
Instruction ⊑ ∀ hasSourceOperand.Operand (Scoped Range) (31)
Instruction ⊑≤ 1 hasDestinationOperand.Operand (Functionality) (32)
Instruction ⊑≤ 1 atAddress.Address (Functionality) (33)

Operand ⊑≤ 1 hasOperandType.𝑥𝑠𝑑∶string (Functionality) (34)
Operand ⊑≤ 1 hasOperandValue.𝑥𝑠𝑑∶string (Functionality) (35)

The instruction object refers to an assembly instruction that originates from the disassembly obtained
by Ghidra from an executable. An instruction includes one opcode and zero or more operands. The
opcode is represented as a string, while the operand is represented as an object with two values: a
string representing the operand type and a string representing the operand value.

4.5. Creating the Ontology

Once the schema and axiomization were specified, the ontology was developed through the ontology
editor Protégé [23]. This tool allows classes, object properties (relations between objects), and data
properties (relations between an object and a literal data value) to be specified. The tool also allows for
other attributes to be specified, such as the domain and range of certain relations (the types of objects
that can use the relation), whether a relation is functional, labels and comments for objects, and more.
The ontology can be saved to multiple RDF formats, with the Turtle format used for this research. The
saved Turtle file became the basis of the materialized knowledge graphs, which can be found here3.

5. Evaluation

This section provides an overview of the evaluation of the ontology through an ontology pitfall scanner
and the application through knowledge graph materialization and SPARQL query generation.

3https://github.com/kastle-lab/MAGE-Ontology/tree/6cbf0e61a573a53db6d426329a314aa4ade1f03c/ontology



5.1. Ontology Evaluation

The ontology was evaluated through the OOPS! Ontology Pitfall Scanner tool [24]. This tool detects
common errors in ontologies, ranging from minor to severe, and provides the object or relation in
which the error resides. Multiple issues were fixed by this tool, including no definitions for explicit
inverse relations, missing domains and ranges, and objects with no outgoing relations. This tool was
useful for both an initial check of the ontology and as a check after modifications were made during the
process. Initially, two moderate errors were detected but not changed. The first is a recursive definition
for the function object. This happens in the ‘function calls function‘ relation. Since it is important to
visualize function calls, this relation was not removed. The other error was for equivalent classes not
explicitly declared for the address and reference objects. This error was detected due to the names used
for address and reference (which often refer to the same thing in a similar context), but since in the
ontology they are defined as two separate objects, this error was disregarded.

5.2. Knowledge Graph Materialization

Multiple knowledge graphs were materialized from the ontology, and multiple executable files (one per
knowledge graph) were analyzed by Ghidra. The process of this materialization consisted of extracting
data from the dataset through API calls, parsing and organizing the data, and then storing it as RDF
triples that constitute the knowledge graph.

5.2.1. Data Extraction and Parsing

The data to be used for the knowledge graph is specifically the data extracted from a file that Ghidra
analyzed. Once a new Ghidra project is started and the executable file is imported, Ghidra will analyze
the file, providing the disassembly, decompilation, symbol tree, and other views about the file. Then,
Ghidra’s script manager can be utilized to run Java or Python programs directly through Ghidra on the
analyzed executable. A data extraction program was created in Python using pyGhidra, which is the
library that allows Python scripts to be executed from Ghidra. This script utilized Ghidra API calls to
gather data about the file [13].

The script produced multiple data files for the different objects and data from the executable. A script
was written to parse these data files and convert the data into Python dictionaries, which would then
be iterated over during the creation of the triples in the materialization step. Each object has its own
dictionary, with the key-value pairs indicating the attributes for that object. For example, a variable
object contained key-value pairs for the variable name, its data type, and the parent function in which
it is defined. These dictionaries were then inserted into lists that contained all the dictionaries of that
object type, which were then iterated over to create the RDF triples in the materialization step.

5.2.2. Materialization

Once the data was organized into these dictionaries, a materialization script was written to format the
data into RDF triples and add these triples to a new knowledge graph. This script was built on top of the
RDFLib starter code provided by the Kastle Drawbridge GitHub Repository, which included the imports
needed, as well as initialized and serialized a test graph [25]. The script first parsed the ontology file
and added all the structural triples that define how the data triples will be constructed. Then, the script
iterated through all the lists of dictionaries for all object types, created the RDF IRIs for each object, and
then used the properties stored in the dictionaries to create the triples for all the relations that exist
for that object. After all the triples are created, the graph is serialized and stored in another Turtle file
representing the completed knowledge graph.

5.3. SPARQL Queries

SPARQL queries were developed from the competency questions to detect malicious behavior within
the executable. Many of these queries searched for specific API call names that are unique to ELF binary



files, like the query in Figure 3. This means that different queries would need to be made to analyze
other formats of executable files. Other queries look for specific types of assembly instructions within a
given function, where some instructions in a certain order could indicate specific types of malicious
behavior. These queries were run through the SQL-server Apache Jena Fuseki to obtain results from
the knowledge graph [26].

SELECT ? f ? fname ?name
WHERE {

? f on to l ogy : c a l l s ? ap i .
? f on to l ogy : hasName ? fname .
? ap i on to l ogy : hasName ?name .

FILTER regex ( ? name ,
” s o ck e t | connec t | send | r e c v | sendto | r e cv f rom ” ,
” i ” )

}

Figure 2: SPARQL query based on 2nd competency question: ”Is there any suspicious networking activity within
the executable?”

Thirteen queries were created in total, one for each competency question, with question nine having
three queries. This paper will examine a few queries in more detail; all the queries and their related
competency question can be found in the documentation section of the project repository [27]. The
query in Figure 5.3 searches for specific networking API calls, such as “socket” and “connect,” which
can indicate suspicious networking activity within the executable, especially when detected in higher
amounts.

The query in Figure 5.3 is based on the fourth competency question, which finds the ratio between
the number of unique opcodes and the total number of instructions found in the functions of the file.
The query will list this entropy ratio for functions that contain more than ten instructions. A higher
ratio indicates there are more unique opcodes compared to total instructions, which is a sign of entropy
within the function. High levels of entropy often indicate that the code is either encrypted or obfuscated
in some way, which is a tactic malware uses to conceal its true purpose. Detecting functions with high
entropy, therefore, indicates a higher likelihood that the executable is malicious.

SELECT ? f un c t i o n
(COUNT( DISTINCT ? opcode ) AS ? uniqueOpcodes )
(COUNT( ? i n s t r u c t i o n ) AS ? t o t a l I n s t r u c t i o n s )
( (COUNT( DISTINCT ? opcode ) ∗ 1 . 0 / COUNT( ? i n s t r u c t i o n ) )
AS ? en t r opyRa t i o )

WHERE {
? f u n c t i o n on to l ogy : c o n t a i n s I n s t r u c t i o n ? i n s t r u c t i o n .
? i n s t r u c t i o n on to l ogy : hasOpcode ? opcode .

}
GROUP BY ? f un c t i o n
HAVING ( ? t o t a l I n s t r u c t i o n s > 1 0 )
ORDER BY DESC ( ? en t r opyRa t i o )

Figure 3: SPARQL query based on 4th competency question: ”Can sections of entropy be detected through the
ratio of unique opcodes and total number of instructions in a function?”



File # of Networking API Calls
BASHLITE Client 32
Lizkebab Server 11
Mirai Loader 17

Table 1
Query results based on competency question 2: ”Is there any suspicious networking activity within the exe-
cutable?”

File Function Unique
Opcodes

# of Instruc-
tions

Entropy
Ratio

BASHLITE Client
and Mirai Loader

register_tm
_clones

9 12 0.75

BASHLITE Client
and Mirai Loader

deregister_tm
_clones

10 14 0.7143

Lizkebab Server register_tm
_clones

9 14 0.6429

BASHLITE Client
and Mirai Loader

register_tm
_clones

11 18 0.6111

Table 2
Query results based on competency question 4: ”Can sections of entropy be detected through the ratio of unique
opcodes and total number of instructions in a function?” Showing all functions found in the files that have a
ratio of 0.6 or higher.

5.4. Analysis

A total of three knowledge graphs were materialized based on three malicious ELF files chosen from the
dataset [20]. The first file is a client component from the BASHLITE malware family, which is a botnet
that conducts denial-of-service attacks on IoT devices [28]. The second file is a Lizkebab server, where
Lizkebab is a variant of the BASHLITE malware family. The final file is a Mirai-vanilla loader, where
Mirai is the malware family that succeeded the BASHLITE family [28]. A set of 10 SPARQL queries was
run on each of these knowledge graphs to showcase the results based on the different graphs. All the
queries and their results can be found in the documentation section of the project GitHub repository
[27].

Table 2 showcases the number of networking API calls detected in each executable based on the
query in Figure 2. Networking APIs indicate that the file connects to the network in some way, which
can indicate malicious interactions between bots and the malicious server. The query successfully
captures the networking activity of the types of malware, with the client executable having the most
networking calls at 32. Client-side bots make frequent connections to the malicious server to either
receive instructions on what to do or send data back over to the server. This interaction is showcased
through the client BASHLITE executable, containing noticeably more networking API calls compared
to the other files.

Table 3 shows the results of the query based on competency question 4, which calculated an entropy
ratio for the functions contained within the executables. The results listed in the table are all the
functions found that had an entropy ratio greater than 0.6. The number 0.6 was chosen to showcase
the most notable examples of entropy detected within the data. Some functions are contained in both
the BASHLITE client and the Mirai Loader, indicating that they are most likely imported functions
used in multiple kinds of malicious executables. These shared functions have noticeably higher entropy
ratios compared to the other functions, indicating they could be contributing to either encryption, data
obfuscation, or other functionality used for malicious intent.

Some queries only obtained results for particular executables. For example, competency question
9 was broken down into 3 separate queries. The first query detected functions with at least ten XOR
operations, with large amounts of XOR operations indicating custom encryption algorithms. The second
query was to identify any API calls to encryption algorithms. The final query detected patterns through



File Percentage of Functions Imported
BASHLITE Client 52.29%
Lizkebab Server 68.65%
Mirai Loader 51.92%

Table 3
Query results based on competency question 10: ”What percentage of the functions in the binary file are
imported (are external)?”

bitwise operations in loops within functions that could also indicate custom encryption algorithms. Out
of all these queries, only the BASHLITE Client file returned relevant results. While it did not detect any
API calls to defined encryption algorithms, it found both instances of a large number of XOR operations
and other bitwise operations within certain functions. This could indicate that only the client side of
these kinds of malware would contain custom encryption routines. Since the client bot is the program
located on the victim’s system, having the data encrypted is more important for the attacker, so the
victim cannot get access to the contents of the executable or the network communication between the
bot and the server.

Table 4 contains the percentages of imported functions for each executable, based on competency
question 10. A higher percentage of imported functions could indicate that the functions are defined
elsewhere to obscure their functionality, making it more difficult to identify where the malicious
behavior is originating from. There are also known libraries that contain malicious functions that are
used in malware, so taking a closer look could reveal that these functions are known to be malicious.

6. Conclusion

In this paper, we introduced MAGE-ontology: a domain ontology that models the data of an executable
file analyzed by Ghidra to detect malicious behavior at the assembly level. The ontology was evaluated
using the OOPS! Ontology Pitfall Scanner to fix common issues and standardize its structure. The
ontology was tested by materializing multiple knowledge graphs from malicious executable files, and
queries were created based on the competency questions to evaluate the usefulness of the graphs.
The queries detected different forms of malicious behavior, including suspicious networking activity,
extensive use of imported functions, and high levels of entropy within functions.

6.1. Future Work

This ontology was primarily designed to work with Ghidra, but it has the potential to assist with
different reverse engineering tools. Minor changes in the way the symbols and data are represented
could be made to make it more applicable to other reverse engineering tools while keeping the same
fundamentals. This could allow the ontology to be more flexible and more widely used in reverse
engineering based on tool and framework preferences. The ontology could also be integrated into a
Ghidra plugin to allow a knowledge graph to be generated directly within Ghidra for a given executable
file. This could make the ontology more accessible for direct analysis of a binary within the application.
Plugins could also be made for other software to allow direct knowledge graph materialization through
multiple tools.
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